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 The DIVA3D Face Detection and Face/Object Tracking Module is designed to 

perform human face detection and face/object tracking in video files and streams. It integrates 

several face detection and face/object tracking techniques in order to process video sequences. 

Various human face detection algorithms have been incorporated in this module. The tracking 

algorithms could be applied to any object (besides faces) and have been designed in order to 

ensure robustness when running on long video sequences. Tracking can be applied either in 

the forward sense (increasing video frame number) or backward sense (decreasing video 

frame number). Moreover, if the shot cuts relative to the video sequence information are 

provided in an ANTHROPOS7 XML file produced by the DIVA3D Shot Cut Module, then 

the object tracking process could start/stop at video shot cuts and transitions, since each object 

appearance typically stops at the end of each video shot. 

 The module is designed so as to enable the user to perform either only an automatic 

human face detection inside a video stream or to combine human face detection with human 

face tracking, i.e. the detected faces can be subsequently tracked. Moreover, general object 

tracking is available, where, in this case, the user has to manually define the object region of 

interest (ROI) to initialize tracking. An instance of the human face detection process is shown 

in Figure 1, while Figure 2 shows an instance of human face detection followed by face 

tracking.  

 

 Figure 1: Face Detection results. 

 
 



          

           Figure 2: Instance of face detection and tracking. 

 
 To install the Face Detection and Face/Object Tracking Module, the videotracker.dll 

has to be placed in the same directory, where DIVA3D executable file resides. When 

DIVA3D is started, the videotracker.dll is loaded and the user can access the new 

functionalities by accessing the Video Tracking entry under the Modules menu. Since 

videotracker.dll uses exported functions from other modules, additional DLLs is required to 

be added to DIVA3D’s directory:  

o ipfDll1.dll, ipfDll2.dll and ipfDll3.dll provide functions and classes for image 

processing. 

o parser.dll is needed for parsing, generating and validating XML documents. In this 

application, XML documents are used to retrieve the shot cut information and to store the 

output face detection and face/object tracking results in ANTHROPOS7 MPEG-7 compliant 

format (XML file).   

 To launch the Face detection and face/object Tracking Module, the user selects the 

Video Tracking entry under the Modules menu. After defining the input video stream of his 

interest, the dialog window of Figure 3 appears, where the user selects the face detector and 

tracker algorithms for subsequent use. 

 

 



Figure 3: Human Face Detector and Tracker Selection Dialog Window. 

 

Human Face Detection algorithms 

In this module five different human face detection algorithms are available:  

1 CG: Color Geometry Face Detector. Facial skin segmentation in the Hue-Saturation-

Value (HSV) colour space, is used. Moreover, the V component (intensity) is ignored, in 

order to obtain at least partial robustness against illumination changes, resulting in a 2-D 

colour space. The face detector employs a facial skin colour classifier that explicitly defines 

the boundaries of the skin cluster in the HSV colour space. After morphological operations on 

the output of skin segmentation, the best-fit ellipse to the facial region is found. Additional 

decision criteria are incorporated to ensure that invalid ellipses will not be produced. 

 

2 TT: Texture Transformation Face Detector. Facial texture information is used for 

face detection. Morphological operations are performed in order to identify the best-fit ellipse 

to the facial region. Additional decision criteria are incorporated to ensure that invalid ellipses 

will not be found. 

 

3 Fusion TT-Color Detector.  Both colour and texture algorithms are applied to the 

input image. The texture face detector detects frontal faces. However, portions of the 

background are included in the resulting bounding boxes. The colour face detector also 

detects frontal faces, also producing facial skin-like areas that are irrelevant to the true facial 

region (i.e. the neck). The intersections of the frontal face regions detected by both detectors 

are the ones accepted as frontal faces. However, there are faces where either of the two 

detectors has failed to detect. These additional faces are also accepted. More specifically, the 

colour-based algorithm detects some frontal faces that the Haar detector can not handle, 

mainly because of restrictions in the minimum ROI size of detected faces. 

 

4 Improved Facial Features – Skin Color Detector. Texture face detector is a real-time 

frontal face detection framework which is based on simple facial features that are reminiscent 

of simple Haar basis functions. These features were extended to further reduce the number of 

false alarms. 

 

5 Geometric Face Detector. Human face detection using geometrical characteristics is 

based on a splitting step which is applied to the image. In this step, the entire image is 

segmented  into small regions of various shapes. The final step of this algorithm is to find 

which of these shapes enclose eyes and mouth regions. Finally, in order to decide if a region 

belongs to a human face, the algorithm implements a merging step to find which ellipsoid 



regions acquired after the merging step, are located in the same region, and if those regions 

contain eyes and mouth. 

 

If no face detector is chosen, then the user is prompted to manually select an object 

region of interest (ROI) to be tracked. Such a region in video frame that contains the object of 

the user’s interest is defined by a bounding box. The bounding box is drawn by clicking twice 

the left mouse button on the video frame in order to define its upper left and lower right 

corners. The corresponding coordinates of these points are also displayed in a dialog box, 

where the user can manually modify the bounding box positioning by changing the 

coordinates inside the edit boxes. Moreover, if the user knows the exact position of the area of 

his interest, he can directly define the bounding box by providing the ROI coordinates in the 

edit boxes. The object editing dialog window is shown in Figure 4.  

 

 
 

Figure 4: Object Editing Dialog Window. 
 

Fields Xup and Yup correspond to the (x, y) coordinates of the bounding box upper left corner 

while fields Xdown and Ydown to the coordinates of the lower right corner. 

 

Multiple objects could be simultaneously tracked by generating a tracked objects list. 

The user is able to define multiple objects by drawing a new bounding box and clicking the 

Add button, each time he wants to add a new region of his interest in the tracking objects list. 

In order to remove an entry from the tracked objects list, it is required that the user selects a 

new bounding box containing the one to remove and click the delete  button. Moreover, the 

coordinates of a bounding box could be modified by the user by selecting a bounding box 

surrounding the object that will be modified and clicking the Modify  button. In order to 

complete the modification process the user has to define a new bounding box and click the 

Replace  button.  

 

Face/object tracking algorithms  

In this module, four face/object trackers have been integrated: 



 

1 Deformable Model Tracking. The tracker represents the image intensity by a 3D 

deformable surface model. Feature points are selected by exploiting a property of the 

deformation governing equations. Feature point tracking in subsequent video frames is 

performed by utilizing physics-based deformable image intensity surfaces 

2 Deformable Grid Tracking. In this tracker the object of interest is represented by a set 

of local descriptors (features), which are extracted at the vertices of a labelled graph. 

Morphological operations employed to form feature vectors at the image points that 

correspond to graph vertices. The location of the graph vertices in the current frame is 

calculated based on the minimization of a cost function that incorporates the similarity of the 

feature vectors at the corresponding graph vertices in the previous and the current frame. 

Furthermore, the automatic initialization of the tracking algorithm in the case of faces (i.e. 

face detection and graph initialization) is based on a novel application of the morphological 

elastic graph matching framework. 

3 Feature Point Tracking. The feature point tracker defines the measure of match 

between fixed-size feature windows in the past and current video frame, as the sum of 

squared image intensity differences over these windows. The displacement is then defined as 

the one that minimizes this sum. The selection criterion is based directly on the definition of 

the tracking algorithm and expresses how well a feature can be tracked. As a result, the 

criterion is optimal by construction. 

4 Probabilistic Tracking. Future object’s position is recursively predicted in every 

frame based on texture similarity and past object’s moving momentum. The system estimates 

the tracked object’s positioning using a stochastic model incorporated in particle filters. 

Finally, an affine transformation that describes the objects displacement between two 

consecutive video frames is obtained 

 

 

If more than one human face appears in a video frame, where face detection and face 

tracking are performed, the detected faces are labeled and a tracking policy is applied in order 

to avoid assigning different labels to the same human face. To address this problem, the 

intersection between a reference bounding box and the bounding box obtained either by the 

face tracker or the face detector is computed. The user is able to define the reference 

bounding box, such as that to correspond either to the bounding box obtained by the face 

tracker or that obtained by the face detector or even to ROI intersections (see next section). If 

the computed intersection is higher than a certain threshold, it is assumed that the two 

bounding boxes correspond to the same face, otherwise, it is identified that two different 

human faces are present in the video frame, which are then differently labeled. When one or 



more human faces are detected in a video frame, the detected bounding boxes are used to 

initialize the tracker for each face independently.  Figure 5 shows an example where the 

bounding box obtained by the face tracker (marked with red) contains the bounding box 

generated by the human face detector (marked with blue). In this case the intersection 

between these two bounding boxes is computed. 

 

                                 

   Figure 5: Choosing between a tracked and a detected facial region 

 

After selecting the face detector and the face tracker , the “Settings” dialog window 

shown in Figure 6 appears, where the user can apply his settings. 

 

 

  Figure 6:  Settings Dialog Window. 

 

Using this dialog window the user can set the following parameters:  



o Detection frequency:  This parameter indicates how often (in video frame number) 

the face detection is performed. A reasonable option is 5 (face detection will be performed 

every fifth video frame), since human face detection is time and resource consuming. The 

output video file that is produced is primarily used to review the face detection/tracking 

results, where the bounding boxes generated by the face detector appear in blue colour.  

o Threshold: This parameter is used by the applied tracking policy. Threshold 

parameter adjusts the amount of intersection that is acceptable between the compared 

reference and tracker/ detector bounding box.   

o Reference for object comparison: The user can select one of the available options in 

the list box (tracking, detection or smallest bounding box).  

o Shot cut information: The user can also specify if he wants to use shot cut 

information during tracking. By default, if a human face is detected in a video frame, it is 

tracked until the end of the video sequence. However, it is reasonable to perform the tracking 

operation inside the boundaries of each shot, since object appearance typically stops at the 

end of each video shot. This is why information about shot cuts is of high importance for face 

and object tracking. If we include shot cut information, tracking would last only until the end 

of each shot. One drawback of this policy is that, if the same face appears accidentally in the 

next shot almost at the same location, then it will be considered as a new face, since the 

tracked object list is erased at the end of each video shot. The shot cut information is stored in 

an XML file. If the appropriate checkbox is enabled, in the “Settings” dialog window, the 

user is requested to provide an existing ANTHROPOS7 XML file containing the shot cut 

information. Otherwise, the faces are tracked from the frame where they were initially 

detected until the end of the video sequence. 

o Process backward: If the user selects this option, backward tracking is performed 

using the same detection results and policies as those used for the forward tracking. The 

results of the forward and backward tracking will not be merged. Both will be displayed on 

the output video file. The forward/backward tracked ROIs will be displayed in red/yellow, 

respectively.    

o Save the information about features points: If enabled, the features not only will be 

displayed in the output video file, but also will be stored in an XML MPEG-7 compliant file.  

At the final step, the user is prompted to select the filename and the directory where 

he desires to store the obtained results in an MPEG-7 compliant ANTHROPOS7 XML file. If 

the user does not specify the filename and the directory the default settings are then applied 

and the xml document is stored in the directory where DIVA3D executable file resides and is 

named as “VideoTrackerResults.xml”  

 



 During processing, the progress dialog window of Figure 7 is displayed. The user 

can, at any time, add, delete or modify the tracking bounding boxes by clicking the Edit  

button.  

 

   Figure 7: Progress Dialog Window. 
 
Figures 8, 9 and 10 show the evolution of a car tracking process. Notice that, as the tracked 

car moves away from the camera, the bounding box scales down  

 

                 

         Figure 8: Instance of car Tracking 

 



                 

         Figure 9: Instance of car Tracking 

 
 

                 

         Figure 10: Instance of car Tracking 

 


